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function is executing correctly and that no violation to the
specification has occurred, namely with respect to the assigned
addressing spaces, at function-level granularity. The solution
relies on non-intrusive runtime verification, comprising of:
observation, for capturing events; and monitoring, to perform
their analysis and evaluate correctness. We focus on situations
where practically nothing is known about the system and it’s
applications, zero-knowledge environments, but also providing
a subsection on the broader types of faults that could be
detected in more detailed scenarios.
Guaranteeing safety and security properties non-intrusively,
at runtime and with no knowledge of the system, libraries
and/or applications being monitored presents some challenges,
namely in the types of faults and attacks the observer is able
to detect and at which granularity.
Existing non-intrusive solutions, either require changes in
the system architecture, storage of observed events for offline
analysis (which is not ideal, specially for storage limited
systems, a characteristic of most CPSs) or are incapable
of performing monitoring in, for example, zero-knowledge
environments, where access to source code is absent and
binary files are stripped of symbolic information.
The contribution of this paper is the provision of the initial
ideas to enforce safety and security in zero-knowledge environments, enabling some common attacks and unintentional
faults to be prevented, to will be implemented in the near
future.

Abstract—The recent extensive development in Cyber-Physical
Systems (CPSs) has lead to the emergence of new concerns
regarding timeliness, safety and security properties. For decades,
numerous vulnerabilities have put systems and applications at
risk and CPSs are no exception. Noteworthy recurring issues
are, for example, Buffer Overflows (BOs). We intend to deal
with some types of BOs, other accidental faults and intended
attacks by means of Non-Intrusive Runtime Verification (NIRV),
to be accomplished through the design of a black-box observer
and monitoring entity. Tackling security hazards can be enforced
at different levels or granularities depending on how detailed our
knowledge of the inner workings of the system and applications
running on it is. We introduce solutions to detect and handle
explicit attacks and accidental faults, focusing on completely
null understanding of the analyzed environment’s specificities,
but also discussing scenarios where program mechanics and
engineering are completely known.

I. I NTRODUCTION
The field of cyber-physical systems has been identified
as a key area of research and it is part of contemporary
technologies that are, themselves, receiving attention for their
innovative nature, such as smart grids, autonomous mobile
systems, medical monitoring and robotics.
Due to their criticality, these systems are a target of multiple
concerns, namely in the timeliness, safety and security domain.
Vulnerabilities are relevant security defects, being, as such,
an open door for intentional attacks and accidental faults.
The large majority of Operating Systems (OSs), libraries and
applications possess plenty of vulnerabilities and their exploit
or even just presence may place a system at a risky or
erroneous state and jeopardize its operation at multiple levels,
for example, forcing it to miss deadlines, writing outside the
allocated address space, corrupting data, etc.
At the same time, some of these vulnerabilities have persisted for years without being fully dealt with, namely Buffer
Overflows, which have not ceased being one of security’s
major problems, affecting all kinds of systems. As such, since
cyber-physical systems are not an exception to the rule, we
wish to bring forth ways to enforce their safety and security.
Our approach to the problem is plainly naive. We simply
assume most (if not all) applications are made up of function
calls and from there we elaborate a scheme to verify if each

II. S YSTEM M ODEL
Our solution to enforce safety and security in cyber-physical
systems is inserted in the realm of reconfigurable logic. By
taking advantage of System-on-a-Chip (Soc) architectures, we
are able to perform observation directly in hardware, at low
level, rejecting techniques such as code instrumentation and,
thus, eliminating its associated overhead and effort. Function
grained code instrumentation is difficult using only binary
files, as disassembly operations would be required offline. On
the other hand, system calls and well defined execution points
(such as read/write of input/output ports) could be intercepted
online. Figure 1 depicts a generic SoC architecture.
A. Assumptions
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The system model was conceived taking into consideration
a set of assumptions.
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be coupled directly to the SoC bus, since inserting the observer
inside the processor would require its modification, which is
not always possible, feasible or desirable. Also, changes in the
processor would possibly mean changing the observer as well.
As it is, we are not concerned about changes in the individual
SoC components, only with specificities in the Instruction Set
Architecture (ISA), given that the observer operation will be
ISA-dependent. The reason behind this matter has to do with
the fact that different ISAs treat function calls, data storing
and endianness differently, among others. They also differ in
the set of available instructions. Therefore, the observer needs
to be adaptable to the different ISAs.
The Application Binary Interface (ABI) defines the lowlevel binary interface between two or more pieces of software
on a particular architecture, that is, how an application interacts with itself, with the kernel and with libraries. It also
normalizes how function calls, argument passing, results return
and stack space allocation are performed, including layout and
alignment of data types. So, because some ABI decisions are
done based on the ISA, the observer will possibly need to be
ABI-dependent as well.
Figure 2 represents, once more, the SoC architecture, but
now with the observer entity connected to the bus. This OE
includes observing capabilities as well as verification against
a specification for the purpose of discovering if any violation
occurred.
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Fig. 1: Generic System-on-a-Chip Architecture

First, as previously mentioned, we assume all applications
consist of function calls. Executing function calls pass their
parameters to the called function, save their return address
and allocate memory space for the local variables.
Secondly, we assume the observer can always be inserted
in the SoC platform and connected to the SoC bus.
Then, as already mentioned, we assume, for the scope of this
paper, that the observer is inserted within a zero-knowledge
environment, where no access to source code or binaries
(specially non-stripped ones) is given. However, we briefly
describe in subsection V-D what other faults could be detected
in case there is more information available in the system.
Moreover, the cache needs to be write-through, meaning
data is written into the cache and the corresponding main
memory at the same time. If information is only written into
the cache than it is of no interest for the observer since it
is not capable of accessing the Processing Element and, thus,
will not be able to detect any errors.
Finally, in case the observer is faced with binary-based
symbolic information that allows finer granularity observation,
then we consider the ELF (Executable and Linkable Format)
format is used.
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Fig. 2: System-on-a-Chip Architecture including the
Observer Entity

In order to perform the observation and monitoring of the
system and applications running on it, an Observer Entity
(OE) component will be inserted onto the SoC platform. It
will consist of a black box, connected to the SoC Bus in the
same fashion as the other components present in Figure 1, such
as the Interrupt Controller. Throughout the paper, observer and
observer entity will be used interchangeably.
The observer entity will be specified in VHDL (VHSIC
Hardware Description Language), a language used to describe
digital and mixed signal systems, such as Field-Programmable
Gate Arrays (FPGAs), containing an array of re-programmable
logic blocks.
The reason why the observer needs to be a black box,
that is, be viewed in terms of its input but not its internal functioning, relates to the necessity of maintaining the
observer entity’s inner workings occult to prevent malicious
entities from hijacking its functioning. Furthermore, it has to

C. Monitoring and Fault Detection
Faults can be tackled at a coarse or fine grained degree
depending on the knowledge level. By knowledge level we
mean how much is known about the system, libraries and
applications we want to monitor. Say, if one was to build his
own system, running its own applications, monitoring could
be done at a really fine grained degree due to the huge level
of detail, such as access to source code and binaries’ symbolic
information and even the familiarity with the types of input
and output each function is supposed to receive and return,
respectively.
However, such scenarios are unrealistic, usually that level of
detail is not present or is inaccessible. Binaries are commonly
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stripped to reduce storage requirements, to prevent reverse
engineering or to resist analysis. Moreover, normally we
would not even be able to access these files in order to
perform disassembly operations on them aiming to extract
variables’ memory location, check performed system calls, etc.
Therefore, a final assumption dictates the observer architecture
is based on the premise that nothing is known, that is, that we
operate in a zero-knowledge environment.
Now, considering such a scenario, the types of errors we
can detect are somewhat limited to generic vulnerabilities and
the set of attacks that can exploit them. Then, the observer
will be able to detect anomalies such as writing to readonly memory and some types of Buffer Overflows, such as
writing outside of the space reserved for a specific application,
i.e., outside the data section or, more specifically, outside the
bss (Block Storage Space) section and most notably functiongrained stack frames. The data segment is a read-write chunk
of a binary file, or the corresponding virtual address space
of a program, that contains initialized global variables and
static local variables. On the other hand, the bss section, also
known as uninitialized data (or content-less section), is usually
adjacent to the data section and contains all global variables
and static local variables that are initialized to zero or do not
have explicit initialization in the source code.
It is possible to detect this sort of faults since we are dealing
with well delimited memory zones. In sum, the observer will
detect errors at function-level granularity for these described
zero-knowledge environments. If more is known about the
applications being monitored, then detection can be done at a
much finer granularity (and, for example, the great majority
of BO types could be detected).
It is also viable to detect when a malicious entity is trying
to alter some data on the registers. Normally the function call
should be responsible for writing the necessary data, such as
input parameters, in conformity with the ABI specification,
which is well know for each system. Some architectures avoid
using the stack and store as much data as possible in the
registers until eventually they run out of registers and the
Operating System proceeds to reclaim them. As such, through
SoC bus observation, we can detect when any other instruction
is trying to write to them. Readings are less important, since
they will not alter the data; they might, however, be relevant
for confidentiality reasons. With this, we can detect attacks
such as return pointer substitutions.
1) Buffer Overflows: As verified by [1], Buffer Overflows
are still a major concern nowadays. A BO is an anomaly
where a program, while writing data to a buffer, overruns the
buffer’s boundary and overwrites adjacent memory locations,
such as the situations described above. Due to the limited
knowledge scenario and importance of such vulnerabilities,
we would like to initially focus our efforts on BOs, even if
restricted to more generic variants of this vulnerability like,
as stated before, writing outside some well-known memory
zones like the data and bss section and, most notably, functiongrained stack frames. In a zero-knowledge environment it is
not possible to detect variable-level BOs, since we do not

possess detailed information regarding the specific memory
placement each one of those variables. We do not refrain
from reminding that, given more details about the system
and applications, the observer is still capable of detecting
application specific faults.
Finally, we also intend to protect against Denial of Service
(DoS) attacks. Subsection V-B yields greater details on how to
detect them. [2] presents an architecture plus a compiler-driven
solution to tackle both Buffer Overflows and DoS, which we
will later analyze.
As for now, we solely intend to address applications running
natively in the OS. We leave for future work to approach
applications that require the use of Virtual Machines to run,
such as the Java Virtual Machine (JVM).
III. O BSERVER E NTITY A RCHITECTURE
Basically, the observer can be divided into two major
components, the System Observer and the System Monitor.
The first is responsible for checking points of interest like a
read, write or simply access operation to memory. On the other
hand, the System Monitor will analyze those events so as to
verify if any deviation from the expected behavior occurred,
such as the ones previously described, for example, detecting
write operations outside the limits of the data section. Figure
3 shows a simplified representation of the observer entity ,
detailing the relation between these two components.

SoC Bus

System Observer

System Monitor
Fig. 3: Simplified Observer Entity Architecture

The red arrow represents a retroaction, that is, the System
Monitor’s response in case it came to the conclusion that some
erroneous behavior has taken place. The idea is to prevent the
malicious action from doing any damage. So, our first idea was
to raise exceptions, catch those exceptions and have handlers
take the appropriate measures. However, handlers represent
a convenient attack point, they can be replaced or modified.
Some techniques can be used to tackle this issue, such as
defining more than one handler, to act in case another gets
attacked.
Thus, afterwards, we thought of instantly killing the process
to refrain the malicious actions from occurring or propagating,
in situations where there would be no serious repercussions in
doing so.
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The zero-knowledge environment prevents the observer
from taking a more specific action to correct the incident,
its reaction has to be generic. Nevertheless, killing a process
directly in hardware is hard, which leads to the conclusion that
using exception handlers is most likely the best option after
all.

is also relatively time consuming if done online. Hence, the
self-learning capability will be advantageous not only from a
security point of view but also time wise.
Figure 4 defines the complete observer architecture. The
System Observer depicted in Figure 3 is an abstraction to the
set comprising of the System Observer and the ISA-dependent
Call/Return Detection, shown in Figure 4. In a similar way, the
System Monitor in Figure 3 contains the System Monitor and
the History Manager in Figure 4. Schematically, the observer
entity is comprised of:
• System Observer
– System Observer
– ISA-dependent Call/Return Detection
• System Monitor
– System Monitor
– History Manager
• Bus Interfaces
• Observer Clock

A. Extended Observer Architecture
This subsection provides greater details on the observer
entity architecture and clarifies its inner workings.
On previous models [3], the observer was fed by the system
clock, provided to all SoC components. However, in order to
reduce the number of entry points and consequently increase
its notion of a black box, an internal clock will provide time
to the observer. Synchronization with the system clock may
be required for precise timing of system behavior.
At first, the observer was thought of as being generic,
that is, operate equally independently of the architecture. Yet,
each processor or processor family has its own ISA and
each ISA works differently. Thus, the observer would need
to recognize specific instructions such as function calls and
returns and process information accordingly. As a result, it
needs to be ISA-dependent. With that said, the addition of
another module to the observer architecture is in place, an ISAdependent Call/Return Detection component. Some ABI
decisions are made based on ISA specificities, which leads
us to the conclusion that the observer may possibly need to
be dependent on the ABI as well.

IV. A RCHITECTURAL D IFFERENCES
We considered three distinct architectures for the observer
implementation: Sparc, ARM and Intel x86. A brief analysis
on the current state of these architectures was one of the
motivations for the insertion of an ISA-dependent component.
For example, Sparc and ARM are RISC architectures, while
x86 is CISC, meaning they differ, say, in the way arguments
to functions are passed. Therefore, the observer needs to be
able to adapt to each of them. Also, we came to the conclusion
that not all of these architectures are technologically ready for
the observer concept. As of today, Sparc is the most suitable
platform for implementing the observer, due to its architectural
design and easiness in connecting extra components to the
system bus [4].
In principle, it should be possible to use the observer entity
in ARM as well [5]. Although it cannot cover all ARM-based
SoC devices available, those which include CoreSight [6], a
configurable validation, debug and trace component, included
on ARM’s SoC are suitable for our purpose. There is the
possibility to place an FPGA connected to a CoreSight output
so that it would filter CoreSight’s results and act accordingly.
As for x86, a built-in Altera FPGA integration with an
Intel Xeon processor has already been announced [7]. The
concept was created with the intent of accelerating algorithms
and taking workloads off the processor(s). The current Intel
Xeon architecture does not seem to be the most appropriate
for the integration of the observer allowing it to perform
monitoring according to our system model. In this Intel and
Altera solution, the processors and co-processor (the FPGA)
are connected via a dedicated bus. Our approach depends
on the observer being connected to the systems bus, or, in
this case where we want to address SoC architectures, the
SoC bus. Probably, we will have to wait for technology to
evolve towards the observer entity’s needs. Other proposed
approaches rely on a Front-Side Bus (FSB) architecture but
require the substitution of the processor with a very specialized
module.

System Observer

System Monitor

History Manager

Bus Interfaces

SoC Bus

ISA-dependent Call/Return
Detection

Fig. 4: Complete Representation of the Observer Entity
Architecture
In addition, a History Manager needs to be employed in
order to save output from the Call/Return Detection module.
Possibly, the Call/Return Detection-History Manager relationship may bring scalability issues, namely regarding the number
of processes and chained function calls.
Finally, the System Monitor presented in Figure 3, should
have self-learning capabilities incorporated within, so that it
needs no further configuration. The History Manager will
provide these capabilities. The use of configuration files would
be a risk, since, again, they may be replaced by malicious
versions aiming to deviate its behavior. Albeit providing more
flexibility, observation point extraction for configuration files
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V. FAULT D ETECTION

As such, for Denial of Service prevention, given that the
observer has access to the instructions being fetched, including
function calls, it has the information required to establish
time limitations for function execution. This can be done
without the changes or compiler support required in [2], since
only temporal protection is guaranteed, independently of the
function call hierarchy.

In section II we shortly described what kinds of vulnerabilities we were capable of addressing. Due to the environment
characteristics, that is, the lack of understanding of the system,
libraries and applications’ inner workings, the observer is
solely able to perform runtime observation and monitoring at
a coarse granularity. Here, we provide greater detail on some
of the faults the observer will be detecting and how, as well as
a small discussion on other solutions. We also provide a small
subsection on how to perform monitoring at a finer granularity,
provided additional information is accessible.

C. Buffer Overflows
Due to the lack of knowledge on applications’ contents,
the observer cannot prevent Buffer Overflows such as writing
outside the space allocated for a single variable, array or
structure as a result of, for example, misusing functions like
string copy (strcpy) in C without checking boundaries. Without
symbolic information present on binary files or disassembly
data extracted from stripped binaries [9] it is not possible to
know the address space boundaries of a certain variable and,
consequently, if that space was overflown. Thus, the observer
is only capable of monitoring overflows on well delimited
memory zones, like the data or bss sections and functiongrained stack frames. This is the reason why we keep track of
stack frames in the History Manager component.
With that, the whole stack frame of one function can be
protected from can be protected from being overwritten, for
example, by another function.
Additionally, it is possible to protect memory zones reserved
through the malloc system call. This primitive has an argument
the size of the memory buffer to be allocated and returns a
pointer to the allocated memory space. With this information,
the observer entity is able to verify if memory access is within
the allowed boundaries. The free system call, returns the
memory chunk back to the system and forbids further access
from the program, which should be verified by the observer
entity.

A. Return Pointer Access Protection
A fault easy to detect in a zero-knowledge environment
is the overwriting of return pointers saved on the stack,
for instance, to hijack the path of execution. [8] presents
StackGhost, a hardware facilitated stack protection mechanism
implemented through a kernel modification to OpenBSD 2.8,
under the Sparc architecture. StackGhost intends to transparently and automatically guard function return pointers. It
protects against Buffer Overflows and primitive format string
attacks. In order to prevent corrupt pointers from exploiting the
code, the authors suggest the use of a reversible transform to be
applied to the legitimate return address and the result written
to the process stack. The idea is based on the supposition
that if an attacker has no knowledge of the transform or its
key then execution cannot be affected intentionally. It requires
bit inversion (two least significant bits) or keeping a returnaddress stack. Additionally, they consider encrypting the stack
frame.
This solution has some drawbacks. One, even though the
performance impact is negligible, less than one percent, it
exists. Two, the transform can be discovered.
Sparc usually stores the return address in a specific register
(%i7) belonging to the register window in use. As such
we propose detecting return address substitution attacks by
verifying if writes to this register are being performed by
something else rather than the function call instruction. Our
approach has the advantage of being simpler, less error prone
and more secure.

D. Full-knowledge Vulnerabilities
This subsection briefly describes what sorts of other vulnerabilities the observer could provide protection against, in
case there was more information available about the system
and its applications, that is, if we were in a full-knowledge
environment. Here the term full-knowledge describes (significantly) more information, it does not necessarily mean we
know everything about the subject under observation.
If the location and sizes of global and local variables was
known, more specific types of buffer overflows could be
detected and not only section/function-grained violations, as
described in the subsection above. Global variables’ addresses
and sizes could be directly extracted from the binaries’ symbol
tables. Local variables, however, require binaries to be compiled with the right debug options so that their description can
be accessed.
Also, if great details were known about the running applications, the observer would even be able to detect incorrect
output and input, format string and possibly path traversal
attacks, etc. So that the observer is able to perform this sort
of monitoring, specific knowledge of the system is required,

B. Denial of Service
On the other side, [2] presents a solution that isolates code
and data at a function level - the granularity required in
our solution - aiming to provide protection against possibly
untrusted code such as plugins and open-source software. A
slight downside is that it requires identification of untrusted
functions or groups of functions at compile time (through the
project’s makefile, for example) or load time. In addition, this
solution depends on compiler support and requires processing core modification, since the authors devise architectural
alterations that are to sit between the processor and the cache.
These modifications also work as a basis for their Denial of
Service defense. While being a minimally invasive approach,
we are seeking a completely non-invasive methodology.

23

which would happen if, for instance, we were the system
and/or application designers or if the source code is available.
Nevertheless, the bottom line is that these mechanisms can be
used by the observer entity if the situation allows it. Figure
5 shows the common placement of fine grained objects of
interest, like variables.

Enforcing safety and security in applications running on
virtual machines will also be left for future work.
Finally, we intend to convey more attention to the observer
entity’s implementation in ARM and, in case technology
eventually becomes ready, in Intel x86.
VIII. C ONCLUSION
Guaranteeing safety and security properties non-intrusively,
at runtime and with zero knowledge of the system, libraries
and/or applications we wish to monitor presents some challenges, namely in the types of faults and attacks the observer
is able to detect and at which granularity. Since we assume
there is no specific knowledge available like binaries’ symbolic tables or even stripped binaries on which to perform
disassembly operations, we are limited to some basic but
nonetheless important vulnerabilities, such as some sorts of
Buffer Overflows on well delimited areas, denial of service
and unwanted register access. For finer grained monitoring,
extra information would need to be provided.
Thus, in sum, the observer reacts to information captured
from the SoC bus, if it deems it erroneous; and functions as a
non-intrusive black box, providing an extra layer of security
for this reason. We are well aware that security by obscurity
is not advised. Nevertheless, by omitting design details we are
preventing the probability of some attacks.
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VI. R ELATED W ORK
Both offline and online NIRV approaches have been previously introduced for embedded systems [10] and cyberphysical systems [11], generally having an external infrastructure for observed information processing. Offline NIRV
methodologies still have serious limitations such as being
impracticable to store all the observed data over an arbitrary
observation time due to the high observation data bandwidth
and the discrepancy between observation data output and
processing bandwidth. From these issues, online NIRV was
born, bringing forth ways to process data on the fly, allowing
debugging and RV without any interference, as presented in
[12]. Our approach is inserted within this category and works
as a monitoring and verification infrastructure. The approach
in [13] also addresses both concepts. NIRV has already been
used in safety-critical environments as well [14].
NIRV approaches have recently been applied to Timeand Space- Partitioned (TSP) systems to improve safety and
decrease the computational cost of timeliness adaptability [15],
[16].
Overall, to the best of our knowledge, OE architectures do
not tend to be black boxes and generally do not comprise a
self-learning module for automation and adaptation, generally
relying on configuration files. Additionally, several solutions
require changes in the architecture; [14] is an example of one
that does not need modifications to the underlying system.
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VII. F UTURE W ORK
The observer will be designed in VHDL, using a Xilinx
XUPV5-LX110T development board as a proof of concept
prototype. Additionally, monitoring methods will be enhanced
and new ones introduced, in order to detect as much deviations
as possible in the described zero-knowledge environment.

24

